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CHAPTER 9  

NLP, OSINT, AND DIGITAL EVIDENCE IN COUNTERING 

INFORMATION THREATS 

 

Melnyk Nazar, teacher, West Ukrainian National University, Ternopil 

 

Modern information threats cannot be viewed merely as the dissemination of 

isolated false messages, fake news, or manipulative texts. In the digital 

environment, they are increasingly taking on more complex forms: coordinated 

campaigns, synchronized activity by groups of accounts, the artificial promotion 

of narratives, the mass repetition of identical or similar messages, and the creation 

of the illusion of public support for a certain position or the discrediting of 

individuals, institutions, or government decisions. Therefore, an information threat 

is not only a content-related phenomenon but also a behavioral, communicative, 

technological, and sociopolitical one. 

In the traditional approach to analyzing information threats, the main focus 

was on the content of the message: its veracity, tone, presence of hate speech, 

manipulative statements, propaganda clichés, or disinformation claims. While this 

approach remains important, it does not provide a complete picture of the 

mechanisms by which the threat spreads. A single message may not pose a high 

level of danger, but its mass, simultaneous repetition by various accounts within a 

short period of time may indicate organized influence. That is why the object of 

analysis should be not only the text itself, but also the dynamics of its appearance, 

repetition, dissemination, and interaction with other messages. 

This issue is particularly relevant on social media and messaging apps, 

especially Telegram. Such platforms enable the rapid dissemination of 

information, prompt audience reactions, and the formation of large comment 

threads under individual posts. At the same time, they create favorable conditions 

for anonymous or semi-anonymous coordination, mass commenting, the use of 

template messages, the covert promotion of narratives, and the artificial 
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amplification of a particular position’s visibility. Under such conditions, the 

information threat manifests itself not only through “what is said,” but also 

through “who” said it, “when,” “how often,” “how synchronously,” and “how 

similarly” it was said. 

The interdisciplinary nature of information threats necessitates a combination 

of various research approaches. From the perspective of computer science, key 

methods include natural language processing, machine learning, time-series 

analysis, anomaly detection, text classification, and the construction of behavioral 

synchronization models. From the perspective of the social and political sciences, 

it is essential to understand the mechanisms of influencing public opinion, 

disseminating narratives, mobilizing audiences, and shaping information 

campaigns. From the perspective of law and criminology, key issues include 

admissibility of evidence, traceability, the legality of data collection, the 

preservation of digital traces, and the possibility of subsequent expert 

interpretation of the results. 

In this context, an information threat can be defined as a set of content-

related, behavioral, and technological patterns aimed at distorting the information 

environment, manipulating perceptions of events, undermining trust in institutions, 

exacerbating social tensions, or supporting hostile information operations. This 

approach allows us to move beyond a narrow analysis of individual texts to a 

broader analysis of information behavior, where key factors include time lags 

between posts, the repetition of phrasing, the number of authors involved, 

localized spikes in activity, the presence of similar comments, and the 

concentration of specific narratives within a single thread or group of channels. 

Therefore, information threats should be viewed as the subject of 

interdisciplinary analysis, requiring simultaneous consideration of textual content, 

behavioral dynamics, dissemination platforms, social context, and the 

requirements of digital evidence. It is precisely this framing of the problem that 

lays the groundwork for the use of NLP, OSINT, explainable AI, and weak 
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supervision in the early detection and prioritization of potentially coordinated 

activity on social media. 

OSINT, or open-source intelligence, in the context of social media 

monitoring serves not only as a means of gathering information but as a full-

fledged methodology for building an analytical source base. This involves the 

lawful acquisition, preservation, structuring, and interpretation of open digital data 

that may indicate information campaigns, coordinated activity, manipulative 

narratives, or other forms of influence on public perception of events. In modern 

open-source digital investigations, professionalism, legality, ethics, 

reproducibility, and the preservation of digital information in a manner suitable for 

further verification are of particular importance [1].  

Unlike randomly browsing publications or manually collecting individual 

examples, the OSINT approach requires a systematic approach: recording the 

source, time of acquisition, data structure, metadata, processing sequence, and the 

ability to verify the information later. In digital forensics, a similar logic is 

enshrined in ISO/IEC 27037, where the handling of potential digital evidence 

encompasses the identification, collection, acquisition, and preservation of digital 

artifacts [2].  

On social media, the source unit may include not only the text of the post 

itself but also the entire set of accompanying information: channel, post, or 

comment identifiers; timestamps; author or technical identifiers; links to threads; 

the order in which messages appear; the presence of links, reactions, mentions, 

repeated phrases, and spikes in activity. That is why OSINT data for monitoring 

information threats should be stored not as an unstructured text array, but as a 

formalized corpus suitable for further NLP analysis, behavioral modeling, feature 

engineering, and the creation of evidentiary or analytical reports. 

Telegram plays a particularly significant role in today’s information 

environment. This platform is actively used for the rapid dissemination of news, 

political communication, crisis communication, and public discussions. In the 
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Ukrainian context, Telegram is viewed as a key element of a hybrid information 

environment, where official, anonymous, and propaganda channels can 

simultaneously influence the audience’s media consumption [3].  

At the same time, Telegram’s architecture creates complex conditions for 

analysis: channels can be anonymous or semi-anonymous, comments form large 

threads under individual posts, and the explicit structure of replies between users 

is not always available or is not always preserved in the collected datasets. As a 

result, researchers often deal not with a full-fledged social graph, but with a “flat” 

comment stream in which potential interactions must be reconstructed indirectly. 

Under such conditions, the source quality of the OSINT corpus directly determines 

whether it will be possible to subsequently identify temporal, textual, and 

behavioral indicators for detecting coordination. 

In practical terms, OSINT collection must serve not only to accumulate data 

but also to prepare the material for subsequent analytical interpretation. During the 

collection phase, it is important to record the channel, post, comment, date and 

time, text, author identifier, as well as all available metadata that can be used to 

construct temporal, behavioral, and textual indicators. If these parameters are not 

recorded at the initial stage, it becomes partially or completely impossible to 

reconstruct the context later. This is why the quality of an OSINT corpus is 

determined not only by the volume of information collected but also by the 

completeness of its structural description. 

Temporal parameters are particularly important for detecting coordinated 

activity. Coordination often manifests not in the content of a single post, but in the 

pattern of a group of posts: short intervals between comments, a sharp increase in 

the number of posts within a short time window, the appearance of many unique 

authors, and the repetition of identical or similar phrases. Therefore, an OSINT 

corpus must be capable of reconstructing the chronological sequence of events. 

Simply storing texts without precise timestamps significantly limits the ability to 

detect coordination patterns. 
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A similar approach is used in OSINT studies of the Russia-Ukraine war, 

where social media is viewed as a source for analyzing events, the dissemination 

of information, and potential disinformation [4]. In such studies, it is not only 

individual posts that are important, but also the structure of their origins, the users, 

the time frames, the method of source selection, and the ability to reuse the corpus 

for further analysis. This confirms that OSINT in a conflict or security context 

should be viewed as a managed research process, rather than as an arbitrary 

accumulation of public posts.  

Equally important is the issue of data source integrity and reproducibility. In 

security and legal contexts, analytical conclusions cannot be based on informally 

collected or unverified data. Traceability must be ensured: from which channel the 

message was received, exactly when it was collected, how it was entered into the 

database, what transformations were performed during preprocessing, what 

features were calculated, which rules were applied, and which model generated the 

final risk assessment. The Council of Europe’s recommendations on electronic 

evidence also emphasize the importance of the chain of custody: it must be clear 

who obtained the evidence, how, where, and when; who secured it; and who had 

control over it [5].  

In practical terms, an OSINT corpus for monitoring Telegram can be built 

through a sequence of steps: authorizing access via an authorized interface or API, 

selecting channels or time frames for monitoring, downloading posts, retrieving 

comments, saving metadata, normalizing the structure of the records, and 

exporting the data into a format suitable for further analysis. At this stage, it is 

important to avoid losing the original information: even if the text is later cleaned, 

normalized, or transformed for NLP models, it is advisable to retain both the raw 

and processed versions. This allows one to return to the source in case of doubt or 

the need for expert verification. 

OSINT, as a data source, also requires ethical and legal safeguards. The 

openness of data does not imply unlimited use. When collecting and storing social 
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media data, it is necessary to minimize personal data, avoid excessive user 

identification, separate analytical features from personal information, and ensure 

the protection of the collected corpus. Research on open-source social network 

intelligence shows that even publicly available or partially open information can 

pose risks of inadvertently revealing private details about users [6].  

A clear distinction must be made between the automatic detection of 

suspicious patterns and the final legal or security assessment. The system may 

generate a risk alert, but it should not automatically establish guilt, intent, or 

involvement in an information operation without additional expert verification. In 

this sense, OSINT monitoring should function as an analyst support system: it 

reduces the volume of data requiring manual review, highlights potentially 

relevant incidents, preserves digital traceability, and provides a foundation for 

further verification. 

An important prospect is scaling up OSINT research by combining 

automation with human verification. In their work, OSINT Research Studios 

propose a socio-technical approach in which professional researchers can engage 

trained teams to search for and verify open digital data [7]. This approach is also 

relevant for social media monitoring: automated modules can perform the initial 

collection and ranking of signals, while humans remain responsible for contextual 

interpretation, verifying authenticity, and making decisions.  

Thus, OSINT in social media monitoring systems is not merely the initial 

stage of data collection, but the foundation of the entire analytical architecture. 

The quality of the OSINT corpus determines the feasibility of subsequent NLP 

analysis, the construction of temporal and behavioral indicators, the detection of 

coordinated activity, the generation of an explainable risk score, and the assurance 

of digital evidence. In this sense, OSINT transforms open social media from a 

chaotic stream of posts into a structured source base suitable for scientific, 

security, and forensic analysis. 
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Natural language processing (NLP) methods are one of the key tools for 

detecting information threats, as the textual form of a message often contains 

primary indicators of manipulation, disinformation, propaganda, coordinated 

repetition, or narrative influence. Unlike OSINT collection, which builds a source 

database for monitoring, NLP transforms an unstructured stream of text into 

formalized features suitable for further machine analysis: tokens, n-gram 

representations, frequency characteristics, stylistic markers, semantic vectors, 

sentiment classes, topic categories, and indicators of similarity between posts. 

In early studies on the automatic detection of fake news and disinformation, 

the primary focus was on the linguistic and stylistic characteristics of the text. In 

particular, the following were analyzed: lexical patterns, emotionally charged 

vocabulary, grammatical constructions, rhetorical markers, the level of 

subjectivity, text complexity, and the use of headlines and manipulative phrasing 

[8]. This approach is important because information threats often manifest through 

a specific linguistic style: categorical statements, emotional polarization, appeals 

to fear, exaggeration, discrediting opponents, or imposing simplistic explanations 

for complex events.  

At the same time, subsequent reviews have shown that text analysis alone is 

insufficient for reliably detecting fake news and disinformation on social media. In 

their work, K. Shu et al. emphasize that fake news detection on social media 

requires consideration not only of the news content but also of the social context: 

user reactions, dissemination, participant profiles, temporal dynamics, and 

network connections [9]. Similarly, X. Zhou and R. Zafarani categorized 

approaches to detecting fake news into four groups of features: false knowledge, 

writing style, dissemination patterns, and source reliability [10]. This is important 

for this section of the monograph because NLP should not be considered in 

isolation but as part of a broader analytical system that combines text, behavior, 

and source context.  
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Research on the dynamics of misinformation spread is of particular 

significance. S. Vosoughi, D. Roy, and S. Aral demonstrated that false news on 

Twitter spread differently than true news—specifically, faster, more widely, and 

deeper into the network [11]. Although this study is not limited to NLP, it is 

fundamentally important for the methodology of detecting information threats: 

textual features must be combined with features of dissemination, temporal 

intensity, and audience reaction. In the context of Telegram, this means that a 

single comment may be insignificant, but a cluster of similar comments posted 

within a short time window may indicate a coordinated information campaign.  

For the technical implementation of NLP analysis in information security 

tasks, both classical methods and modern transformer models remain important. 

At the basic level, TF–IDF, word n-grams, character n-grams, cosine similarity, 

dictionary features, text normalization rules, URL removal, case normalization, 

and noise character filtering can be applied. Such approaches offer the advantage 

of interpretability: an analyst can understand exactly which words, phrases, 

characters, or recurring patterns influenced the assessment. This is particularly 

important for security and legal scenarios, where the result of automated analysis 

must be not only accurate but also interpretable. 

A classic tool for detecting repetitive or templated content is near-duplicate 

detection. A. Broder proposed an approach for identifying near-duplicate 

documents in large collections [16]. In social media, this logic translates into the 

analysis of repetitive comments, copy-pasted text, minimally altered phrases, and 

template-based messages. This is particularly relevant for Telegram comments: 

coordinated participants may not post exactly the same text, but they may use very 

similar phrasing, identical key phrases, the same links, or repetitive emotional 

expressions.  

The current stage of NLP involves the use of transformer-based language 

models. BERT introduced a mechanism for pre-training deep bidirectional text 

representations, which significantly improved the quality of many classification, 
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search, and content analysis tasks [12]. RoBERTa, as an optimized version of the 

BERT-like approach, demonstrated that the quality of a language model depends 

significantly on the volume of data, the training regimen, and hyperparameter 

optimization [13]. For detecting information threats, these models allow moving 

from superficial n-gram features to a contextual understanding of phrases; 

however, they require domain-specific fine-tuning, high-quality annotation, and 

validation on specific language and platform-based data.  

The detection of propaganda techniques is particularly important for 

information security. SemEval-2020 Task 11 formulated two objectives: detecting 

text fragments containing propaganda and classifying specific propaganda 

techniques [14]. This approach is methodologically valuable because it shifts the 

analysis from the “true/false” level to the level of “which specific influence 

mechanism was used.” For Telegram, news channels, and comment threads, this 

may involve identifying appeals to fear, labeling, exaggeration, false dilemmas, 

emotional polarization, or attacks on the source.  

However, NLP in the context of information threats should not be limited to 

merely classifying individual texts. Research using geometric deep learning for 

fake news detection shows that not only the content of a message is important, but 

also the structure of its dissemination, social connections, activity profiles, and 

graph dynamics [15]. For a practical monitoring system, this means combining 

NLP features with behavioral and network features. In the case of Telegram 

comments without an explicit reply structure, a complete graph may not be 

available; therefore, it becomes advisable to construct proxy interactions using 

dyad pairs, time lags, and text similarity.  

Explainability is fundamental to the application of NLP in security scenarios. 

In their work, M. Ribeiro, S. Singh, and C. Guestrin proposed LIME—an 

approach to explaining the predictions of any classifier through a local 

interpretable model [17]. For information threats, this means that an analyst must 

see not only the final class or risk score but also the reasons behind the trigger: 
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which words, phrases, temporal indicators, or rules influenced the result. In 

Telegram triage, this is particularly important because an automated alert must be 

suitable for further expert review and not be perceived as a final judgment.  

Theoretically, NLP in the detection of information threats can be presented as 

a multi-level process. The first level is text preprocessing: cleaning, normalization, 

noise removal, and standardization to a uniform format. The second level is 

lexical-statistical representation: TF–IDF, n-gram features, frequency profiles, and 

dictionary indicators. The third level is semantic representation: embeddings, 

transformer models, and context vectors. The fourth level is applied interpretation: 

disinformation classification, detection of propaganda techniques, sentiment 

analysis, and narrative clustering. The fifth level is integration with behavioral 

features: time lags, bursts, repetition, unique authors, dyad similarity, and triage 

rating (Table 1). 

Thus, NLP plays not just one but several interconnected roles in detecting 

information threats. It provides technical text processing, identifies recurring 

patterns, enables the assessment of message similarity, supports the classification 

of manipulative or propaganda content, and creates the foundation for explainable 

risk scoring. When combined with OSINT data, temporal indicators, and 

behavioral patterns, NLP becomes a key element of an early warning system, 

where the primary goal is not to automatically “pass judgment,” but to narrow 

down a large stream of messages to a limited set of suspicious and explainable 

incidents. 

Coordinated activity on social media is not limited to the simultaneous 

posting of several messages or the simple repetition of identical phrases. It should 

be viewed as a complex behavioral and textual pattern in which several accounts 

exhibit coordinated actions within a specific temporal, thematic, or communicative 

context.  
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Table 1. 

The Role of NLP Methods in Detecting Information Threats 
NLP compo-

nent 

Main Purpose Strengths Limitations Suitability for 

Telegram triage 

Text normali-

zation 

Removal of noise, 

URLs, extra spac-

es, and case varia-

tions 

Improves feature 

quality and analy-

sis stability 

May lose stylis-

tically important 

markers 

A basic step be-

fore feature en-

gineering 

TF–IDF Frequency-based 

representation of 

words or phrases 

Simplicity, speed, 

interpretability 

Poor under-

standing of con-

text 

Useful for base-

line and rule-

based scoring 

Word n-grams Detection of re-

curring word 

combinations 

Good at capturing 

stock phrases 

Sensitive to 

paraphrasing 

Suitable for de-

tecting recurring 

narrative clichés 

Character n-

grams 

Character-level 

similarity analysis 

More resilient to 

minor changes, er-

rors, and varia-

tions 

Less semanti-

cally interpreta-

ble 

Useful for near-

duplicate detec-

tion 

Cosine similar-

ity 

Measures the 

closeness between 

messages 

Provides a numer-

ical measure of 

similarity 

Depends on the 

chosen repre-

sentation 

Basis for dyad 

risk 

BERT / RoB-

ERTa 

Contextual text 

classification 

Better accounts 

for meaning and 

context 

Requires fine-

tuning and re-

sources 

Suitable for 

Stage B or indi-

vidual classifiers 

Propaganda 

technique de-

tection 

Detection of rhe-

torical mecha-

nisms of influence 

Provides a contex-

tual interpretation 

of manipulations 

Requires high-

quality annota-

tion and lan-

guage adapta-

tion 

Useful for ex-

plaining the na-

ture of the threat 

Explainable 

NLP 

Explanations of 

predictions and 

rules 

Increases trust and 

suitability for ex-

pert review 

Does not re-

place legal as-

sessment 

Essential for se-

curity triage 

Developed by the author. 
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Such coordination can manifest itself through short time lags between posts, 

localized spikes in activity, the appearance of a large number of unique authors 

within a short time window, the repetition of identical or nearly identical texts, the 

use of identical links, similar narratives, stock phrases, or emotionally charged 

constructions. 

In contemporary research, coordination is increasingly interpreted not as a 

single specific action, but as a network of shared behavioral patterns. D. Pacheco 

and co-authors proposed a general unsupervised methodology for detecting 

coordinated networks, in which connections between accounts are established 

based on shared behavioral traits: identical images, sequences of hashtags, 

retweets, temporal patterns, or other digital traces [18]. This approach is important 

for information security tasks, as it allows for the detection of groups of accounts 

that do not necessarily have explicit social connections but behave synchronously 

or in a structurally similar manner.  

For Telegram comments, this logic requires adaptation. Unlike Twitter/X, 

Facebook, or Reddit, where one can use retweets, shares, reply relationships, co-

hashtag, or co-link patterns, the Telegram dataset only provides the comment 

thread under a specific post. This means that researchers often lack a ready-made 

interaction graph and are forced to reconstruct potential “ ” connections indirectly. 

In this paper, we address this problem using dyad pairs—proxy interactions of the 

“comment → comment” type within a single thread. This approach makes it 

possible to transform a flat comment thread into a structured field of potential 

interactions, where, for each pair, one can calculate the time lag, the difference 

between authors, text similarity, and the local behavioral context. 

Methodologically, it is important to note that a dyad pair does not constitute 

proof of direct communication between two users. It is an analytical unit that 

allows us to assess whether two messages in a single thread appeared close enough 

in time, whether they were posted by different authors, whether they share similar 

text, and whether they arose during a local surge in activity. Therefore, a dyad 
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should be interpreted not as “who replied to whom,” but as a proxy for potential 

coordinative proximity. Such caution is important for legal and forensic 

interpretation: an automated system can detect a suspicious pattern, but should not 

automatically establish intent, organization, or a user’s involvement in an 

information operation. 

D. Weber and F. Neumann propose a similar logic for reconstructing hidden 

connections, examining “highly coordinating communities” through “inferred 

interaction links.” Their approach is based on time windows, metadata, and the 

detection of latent networks of accounts that exhibit coordinated behavior without 

the need for explicit social connections [19]. This is particularly relevant for 

Telegram, where the interaction structure may be incomplete or unsuitable for 

classical graph analysis. The authors also emphasize the importance of the sliding-

frame approach for identifying sustained coordination over time, which aligns 

with the use of short- and medium-term time windows in Telegram-triage.  

The behavioral component of coordination is primarily time-related. If 

several accounts post similar or mutually reinforcing messages within a very short 

time frame, this may indicate inorganic activation. However, a short time lag alone 

is not sufficient evidence: in real-life crisis or news situations, a natural audience 

may also react quickly. That is why temporal indicators should be interpreted only 

in conjunction with other signals: the number of unique authors, the repetition of 

phrasing, the local burst context, thematic concentration, and the structure of the 

thread. 

The textual component of coordination manifests itself through repetition. 

This can take the form of literal duplication, near-duplication, copy-paste, 

minimally altered posts, shared key phrases, identical URLs, or similar emotional 

constructs. Studies of social bots and manipulative activity emphasize that 

automated or organized accounts can not only disseminate identical content but 

also mimic human activity by varying phrases, posting times, and communication 

roles [20]. Therefore, a detection system must take into account not only exact 
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matches but also the similarity of text patterns, particularly through word n-grams, 

character n-grams, TF–IDF, and cosine similarity.  

It is also important to distinguish between coordination, automation, and 

mass participation. Not every coordinated campaign is necessarily a bot network, 

and not every synchronized pattern is harmful. K. Starbird emphasizes that the 

modern spread of disinformation is linked not only to bots or “trolls,” but also to 

the participation of real users who may consciously or unconsciously amplify 

information campaigns [21]. This is of fundamental importance for interpreting 

Telegram data: a suspicious pattern may result from a centralized organization, 

organic mobilization, a flash mob, a reaction to an event, or a mixed process. 

Therefore, automated triage should identify instances for verification rather than 

definitively classifying them as a proven information operation.  

In the proposed methodology, coordinated activity is described as a 

combination of two groups of signals. The first group consists of behavioral 

signals: a short time lag between comments, a local burst lasting 60 or 300 

seconds, the number of preceding messages, the number of unique authors, and the 

density of activity in a thread. The second group consists of textual signals: 

similarity at the word level, similarity at the character level, pattern repetition, the 

presence of URLs, excessive punctuation, capital letters, mentions of 

administrators, or other stylistic markers. Combining these features allows us to 

move from isolated textual analysis to an analysis of temporal-textual behavior. 

The contextual nature of a coordination signal is particularly important. For 

example, two similar posts published a few seconds apart by different authors in a 

small thread may have one meaning, while those same two posts in a thread with 

hundreds of natural reactions may have a different one. Similarly, a high level of 

textual similarity between comments is not sufficient if the posts contain a 

commonly used phrase or a typical emotional exclamation. Therefore, detecting 

coordination requires not a single threshold, but a combination of rules that take 
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into account the local context of the thread, temporal density, and the nature of 

textual repetition (Table 2). 

Table 2. 

Coordinated activity as a combination of behavioral and textual signals 

Group of sig-

nals 

Specific Feature What it might mean Limitations on interpre-

tation 

Temporal cues Short lag between mes-

sages 

Potential synchroni-

zation of actions 

May be a natural reaction 

to a resonant event 

Burst indicators A sharp increase in the 

number of comments 

within a short time 

frame 

Artificial or mobi-

lized activity 

Requires comparison with 

the thread’s normal activi-

ty level 

Unique authors Many different accounts 

within a short time 

frame 

Possible mass partic-

ipation or a “team” 

Does not prove organiza-

tion without textu-

al/contextual evidence 

Word n-gram 

similarity 

Similar word combina-

tions or phrases 

Repetition of a pat-

tern or narrative 

Sensitivity to paraphrasing 

Character n-

gram similarity 

Similarity at the charac-

ter level 

Copy-paste or mini-

mally modified text 

Less transparent semantic 

interpretation 

URLs / men-

tions 

Identical links or re-

peated mentions 

Coordinated promo-

tion of a resource or 

goal 

The URL may be a natu-

rally widespread source of 

news 

Punctuation / 

case 

Excessive exclamation 

points, all caps, emo-

tional markers 

Emotional exaggera-

tion or formulaic 

style 

Is not independent evi-

dence of coordination 

Dyad-like char-

acteristics 

Matching of time, au-

thors, and text in a pair 

of comments 

A proxy for potential 

coordination 

Does not imply a direct re-

sponse or collusion 

Developed by the author. 

 

Thus, coordinated activity in Telegram threads should be viewed as a 

probabilistic behavioral and textual pattern, rather than as an unequivocally 

established fact based solely on automated analysis. Identifying it requires a shift 



141 

from individual messages to a dyad-based representation, from text content to 

temporal dynamics, and from classification to risk ranking. This approach allows 

for methodological caution while simultaneously generating a practically useful 

signal for security monitoring. 
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