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The digital transformation of cultural heritage is gradually changing the role
of museums, archives, and the cultural and educational environment. While in the
early stages, digitization largely meant creating electronic copies, catalogs, images
of exhibits, or web pages, the current stage of development is associated with the
transition to intelligent knowledge access systems. In such systems, a cultural
object is viewed not merely as a unit of preservation or visual representation, but
as a node in a broader network of knowledge: historical events, individuals,
places, periods, sources, interpretations, educational scenarios, and communication
formats.

The development of intelligent museum information systems relies on a
combination of several classes of solutions: lexical search, semantic search, vector
databases, multilingual embedding models, retrieval-augmented generation,
cultural heritage ontologies, and methods for evaluating the factual soundness of
responses. In the context of digital museum heritage, these solutions have not only
technical but also methodological significance, as they determine whether the
system will simply find text matches or be able to generate source-verified,
multilingual, and contextually relevant responses.

Classic lexical models remain the starting point for the development of
information retrieval, among which BM25 is the most widespread. It is based on a
probabilistic relevance model in which document ranking depends on the
frequency of terms, their discriminative power, and document length [1]. For
museum systems, BM25 has a clear advantage: it is simple, transparent, fast, and

works well when users enter the exact names of exhibits, individuals, events, or
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geographic locations. However, its limitations become critical in cultural and
educational contexts: visitors often formulate queries not using museum catalog
terms, but in natural language, with synonyms, incomplete names, descriptive
phrases, or in another language. Therefore, lexical search should be retained as a
basic or supplementary layer, but not as the sole mechanism for accessing museum
knowledge.

The transition to semantic search is linked to the emergence of sentence
embedding models, which encode sentences or text fragments in a vector space.
One of the key works in this area is Sentence-BERT, which proposed adapting
BERT to semantic similarity tasks using Siamese and triplet network architectures
[2]. This is fundamentally important for the museum domain, as search begins to
focus not only on identical words but also on semantic proximity. For example,
queries such as “Who owned the castle?”, “Who did this fortress belong to?”, and
“Which family is associated with this landmark?” can be semantically similar,
even though they use different words. This approach is particularly valuable for
educational and tourism interfaces, where users do not always know the exact
historical terminology.

Further development of dense retrieval involves contrastive learning of dense
retrieval models without the need for a large number of labeled “query-relevant
fragment” pairs. In their paper, Izacard et al. propose the Contriever approach,
which trains a dense retriever based on contrastive learning and demonstrates
strong results in scenarios where domain-specific training data is limited or absent
[3]. This is particularly important for museum systems, as Ukrainian-language
digital heritage corpora often lack a sufficient number of manually prepared
examples of search queries and relevant responses. This approach allows for
finding semantically similar fragments within a corpus of exhibit descriptions,
archival records, biographical materials, and popular science explanations, even
when a user formulates a query in natural language, using incomplete titles, or

descriptive phrases. At the same time, the quality of such a search still requires
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domain-specific verification, since the accuracy of facts, names, dates, and
contexts is critical for historical and cultural materials.

Late-interaction models, such as ColBERT, constitute a separate class of
solutions. Unlike classical dual-encoder models, ColBERT preserves more
detailed token-level interaction between the query and the document, while also
allowing for the pre-computation of document representations [4]. This strikes a
balance between the accuracy of cross-encoder models and the speed of dense
retrieval. For museum systems, ColBERT-like logic is useful in situations where it
IS necessary to more accurately distinguish between similar but not identical
historical facts: for example, different members of the same family, similar exhibit
names, variations in dating, or different stages in the biography of a historical
figure. A limitation is the higher demands on indexing and storage; therefore, it is
more appropriate to use such models not in basic museum kiosks, but in server-
based or research systems.

The practical implementation of semantic search is impossible without an
effective search for nearest neighbors in vector space. One of the basic tools in this
field is FAISS, which provides scalable similarity search for large sets of vectors
and supports GPU acceleration [5]. This is important for digital museum heritage
for two reasons. First, museum knowledge bases can grow rapidly as descriptions
of exhibits, archival sources, scholarly publications, multimedia transcripts, and
educational materials are added. Second, interactive museum services require low
response latency. Therefore, a vector index becomes not merely a supporting
technical component, but an integral part of the knowledge infrastructure.

Multilingual embedding models are of particular importance for Ukrainian-
language and bilingual museum systems. One of the first powerful models of this
type was LaBSE, which provides language-agnostic sentence embeddings and
allows texts in different languages to be represented in a single semantic space [6].
For a museum, this opens up the possibility of cross-lingual search: a user can

enter a query in Ukrainian, and the system will find a relevant English, Polish, or
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other language fragment if its content matches the query. This is particularly
important for Ukraine’s digital cultural heritage, where sources, museum
descriptions, and scholarly materials may exist in multiple languages.

Compact multilingual models, particularly solutions based on MiniLM, have
another practical significance. MiniLM was proposed as an approach to
compressing large Transformer models through self-attention distillation [7]. In
museum scenarios, such compact models are essential for resource-constrained
environments: local terminals, museum Kkiosks, standalone installations, and
educational prototypes, where it is not possible to deploy large retrieval models.
Their advantages are speed and lower memory requirements; their limitations
include lower accuracy on complex, long, or multi-component queries. Thus,
compact models are suitable for the first level of access, but for research and
source-critical systems, it is preferable to use more powerful embedding models.

E5 and multilingual E5 represent the latest generation of embedding models.
A paper on E5 demonstrates that weakly-supervised contrastive pre-training
enables the construction of universal text embeddings for retrieval, clustering, and
classification [8]. Multilingual E5 extends this approach to multilingual scenarios
and includes models of various sizes, allowing for a balance between search
quality and inference efficiency [9]. For digital museum heritage, Multilingual E5
is one of the most practical options, as it combines multilingual support, sufficient
quality, and practical suitability for integration into RAG systems. In a museum
context, such a model can be used to search by exhibit descriptions, historical
biographies, archival excerpts, educational texts, and thematic scenarios.

An even more versatile solution is BGE-M3, which is positioned as a model
with three key characteristics: multilinguality, multi-functionality, and multi-
granularity [10]. It supports over 100 languages, combines dense retrieval, sparse
retrieval, and multi-vector retrieval, and is capable of handling longer input texts
[10]. This is particularly promising for the museum sector, as cultural heritage
often requires precise terminological search, semantic search, and the ability to
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handle long descriptions simultaneously. BGE-M3 can be considered a foundation
for production systems with high quality requirements, but its resource demands
are higher, making it less suitable for minimal local installations.

The next stage of development is retrieval-augmented generation. In a
seminal paper by P. Lewis et al., RAG was proposed as a combination of the
parametric memory of a generative model and non-parametric memory in the form
of an external vector index [11]. For museum systems, this represents a
fundamental shift: the system does not simply search for fragments but generates a
response based on the sources it finds. This enables the creation of “talking
exhibits,” interactive educational assistants, personalized historical narratives, and
multilingual reference services. At the same time, RAG does not eliminate the risk
of errors: the quality of the response depends on the corpus, chunking, the
embedding model, re-ranking, the prompt, and citation policies.

The development of retrieval-augmented language models has continued in
Atlas, where it has been shown that models with a retrieval component can
effectively perform knowledge-intensive tasks even in a few-shot setting [12].
This is important for cultural heritage because museum domains are often
resource-constrained: there may be few structured training examples for a specific
historical figure, a local collection, or a regional museum. The retrieval component
partially mitigates this problem, as the model draws on a corpus rather than relying
solely on knowledge encoded in the LLM’s parameters. This makes RAG more
suitable for local cultural and educational systems than the isolated use of a large
language model.

The issue of source verification for answers has become a separate area of
development following work such as WebGPT. In this work, the model was
trained to answer open-ended questions using a text-based web browser and
collecting links to sources to support its answers [13]. For museum systems, this
approach is particularly important: the answer must not only be plausible but also

verifiable. In a museum context, it is desirable to show the user which exhibit
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description, archival record, biographical article, or scholarly source the statement
Is derived from. This helps reduce the risk of “authoritative hallucination,” where
the model generates convincing but unsourced information.

Ontological models of cultural heritage deserve separate consideration. The
most important example is CIDOC CRM, proposed as a conceptual reference
model for integrating heterogeneous information about cultural heritage [14]. Its
significance lies in the fact that museum data are not limited to text: they include
objects, events, actors, places, time periods, materials, techniques, rights, and
relationships of provenance and interpretation. For RAG systems, CIDOC CRM
or similar ontologies can serve as a structural layer that complements vector
search: embeddings find semantically similar fragments, while the ontology helps
preserve relationship types and the logic of the domain.

The final, critically important class of solutions is the evaluation of RAG
systems. RAGAS was proposed as a framework for reference-free evaluation of
retrieval-augmented generation pipelines, where metrics such as contextual
relevance, response faithfulness, and generation quality are assessed [15]. For
museum services, this has practical significance: it is not enough to check whether
the response “sounds good.” It is necessary to assess whether the found context is
truly relevant, whether the response adds any unsubstantiated facts, whether it
distorts historical information, and whether it correctly cites the source. Therefore,
evaluation must be integrated into the very architecture of the museum’s RAG
system, rather than being performed only after development is complete (Table 1).

A comparison of these solutions shows that there is no single, universal tool
for digital museum heritage that would fully address the challenge of intelligent
access to knowledge. Lexical search provides transparency but lacks sufficient
semantic flexibility. Dense retrieval and sentence embeddings allow for working
with meaning but require a high-quality corpus, well-thought-out chunking, and

search configuration.

56



Table 1.

Comparative Analysis of Existing Solutions for Semantic Search and RAG in

Digital Museum Heritage

Solution /| Main  func- | Strengths Limitations Suitability for
Approach | tion museum systems
1 2 3 4 5
BM25 [1] | Lexical search | Simplicity, speed, | Does not account for | Suitable as a base
by keywords transparency, low | synonyms, transla- | layer or component
resource require- | tions, morphological | of a hybrid search
ments variations, or indi-
rect queries
Sentence- | Semantic sen- | Allows for com- | Initially more effec- | Methodological
BERT [2] |tence embed- | paring the seman- | tive for English- | foundation for se-
dings tic similarity of | language or well- | mantic search in
texts represented corpora | museum texts
DPR [3] Dense retriev- | High quality in | Requires training | Useful for search-
al for finding | QA scenarios, fast | pairs and domain ad- | ing large museum
relevant frag- | search after index- | aptation knowledge bases
ments ing
ColBERT | Late- Better  accuracy | Higher storage and | Suitable for server
[4] interaction re- | thanks to token in- | computational  re- | systems with high
trieval teraction quirements accuracy  require-
ments
FAISS [5] | Vector similar- | Scalability, GPU | This is an infrastruc- | A core component
ity search acceleration, sup- | ture, not a content | for production-
port for large in- | understanding model | grade semantic
dexes search
LaBSE [6] | Multilingual Support for cross- | May be inferior in | Useful for Ukraini-
sentence em- | lingual search, a | quality to newer re- | an-English and
beddings shared vector | trieval models multilingual muse-

space for multiple

languages

um corpora
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continuation of table 1

1 2 3 4 5
MiniLM /| Compact Speed, low resource| Lower accuracy on| Suitable for local
multilingual |Transformer  |requirements complex queries museum kiosks and
MiniLM [7] |embeddings prototypes
E5 / multilin-| State-of-the-art | High-quality embed-| Requires the cor-|One of the best
gual E5 [8],|semantic  re-|dings, multilingual |rect query/passage|practical options for
[9] trieval support, good balance |format and re-|a museum RAG

of quality and effi-|sources for large|system
ciency models
BGE-M3 [10] | Dense + sparse| Multilingual support, | Higher resource re-| A promising solu-
+ multi-vector|ability to  handle|quirements tion for production-
retrieval longer contexts, ver- ready museum plat-
satility forms
RAG [11] Search + re-|Reduced hallucina-| Dependence on re-| Key architecture for
sponse genera- |tions, reliance on an |trieval quality, | “talking exhibits”
tion external  knowledge |chunking, and cita-
base tion
Atlas [12] Retrieval- Performance on few-| More complex ar-| A useful concept
augmented lan- |shot knowledge- | chitecture and tun-|for resource-
guage model  |intensive tasks ing constrained muse-
um domains
WebGPT [13] | Generation of| Enhanced factual | Does not fully ad-| A methodological
answers  with |verifiability dress the issue of|guideline for cita-
source  refer- source quality tions in museum re-
ences sponses
CIDOC CRM| Cultural Herit-| Structures  objects, | Requires complex | An important foun-
[14] age Ontology |events, actors, places, /modeling and ex-|dation for integrat-
and relationships pert support ing museum
knowledge
RAGAS [15] | Evaluation of| Evaluates  context,| Metrics do not re-| Suitable for regular

RAG systems

faithfulness, and gen-

eration quality

place expert human-

ities review

testing of museum

RAG services

Developed by the author.
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Multilingual models form the basis for Ukrainian-English and cross-lingual
systems, but they must be tested specifically on museum material. RAG adds the
capability for dialogue and explanation; however, without source attribution and
evaluation, it may replicate the risks associated with isolated LLMs.

The most appropriate approach for the museum domain is not a standalone
model, but a combined architecture. At the first level, it is advisable to use hybrid
search, where BM25 or sparse retrieval handles exact titles, terms, and names,
while dense embeddings handle semantic proximity. At the second level, re-
ranking is needed to refine the relevance of the retrieved fragments. At the third
level, the RAG module generates a response based solely on the selected context.
At the fourth level, the system should display sources, the level of verification,
and, in the absence of data, apply a policy of honest uncertainty.

Multilingualism is particularly important for the Ukrainian-language digital
museum heritage. Ukrainian museum collections often contain materials in
Ukrainian, English, Polish, German, Latin, or Russian, as well as translated and
adapted descriptions. Therefore, the embedding model must not only “support
Ukrainian” but also effectively handle cross-linguistic correspondences, historical
terminology, proper names, toponyms, transliteration variants, and culturally
specific concepts. In this regard, LaBSE serves as a stable foundation for cross-
lingual search, multilingual E5 is a robust solution for retrieval, and BGE-M3 is a
promising option for more complex production systems.

Another critical aspect is source accountability. In ordinary chatbots, users
often evaluate a response based on style and plausibility. In a museum context,
this is not enough. A response about a historical figure, exhibit, landmark, or event
must be linked to a specific source. Therefore, the architecture of a museum
system must maintain a link between the response, the retrieved fragment, the
document, the authorship, the license, the update date, and the level of reliability.
This is where RAG, metadata management, and ontological models of cultural

heritage converge.

59



Thus, an analysis of existing solutions allows us to formulate a key
theoretical conclusion: an intelligent museum system cannot be built solely as a
chat interface to a large language model. It must be based on a controlled
knowledge infrastructure that includes a license-compliant corpus, semantic and
lexical search, a vector index, a multilingual embedding model, re-ranking, RAG
generation, source citation, ontological structuring, and regular evaluation of
responses. Only such a multi-component model makes it possible to transition
from a digital catalog to a trusted cultural and educational service.

The scientific momentum in this field is confirmed by the results of a large-
scale mapping of research on heritage digitization. In this study, a corpus of
13,438 records was compiled based on OpenAlex, which, following PRISMA-
guided selection, was reduced to 12,983 relevant journal articles from 1996 to
2025; a hybrid semantic classification method combining rule-based NLP and
zero-shot NLI was used for the analysis. The results showed that digital heritage is
no longer limited to simple digitization: alongside Digitization/Imaging, the role
of Data/Semantics, VR/AR/XR, AI/ML, 3D/Digital Twins, and knowledge-
oriented approaches is growing. This provides grounds for considering semantic
knowledge engineering as one of the key methodological foundations of
contemporary digital museum heritage.

In the museum domain, the issue of not just access to information, but trusted
access to verified knowledge, is becoming particularly important. Visitors,
researchers, or students expect not a collection of random facts, but a meaningful,
understandable, and source-verified answer. Traditional lexical search, based on
keyword matches, is often insufficient, as museum texts feature complex
terminology, historical variations in names, multilingual descriptions, synonyms,
translations, and contextual connections. The article on semantic search explicitly
states that relevance in cultural heritage tasks is determined not only by formal
term matches but also by the semantic proximity of the query and the document;
this is precisely why vector representation models of texts become important.

60



Semantic search changes the logic of working with museum materials. The
user’s query and the document are transformed into vectors in a multidimensional
space, after which the system searches not for identical words, but for semantically
similar fragments. This is particularly important for the Ukrainian language, which
has a complex morphology, a wealth of word forms, and a wide variety of lexical
constructions. For bilingual or multilingual museum collections, models capable
of representing Ukrainian and English—as well as texts in other languages—
within a single semantic space take on added significance.

In this context, it is worth highlighting several classes of models. LaBSE
provides multilingual sentence alignment and can be useful for cross-lingual
search. Paraphrase-multilingual-MiniLM-L12-v2 is a compact model suitable for
fast, local, or resource-constrained systems. Multilingual E5-large-instruct is
designed for high-quality search in multilingual knowledge bases and supports a
specialized format for queries and documents. BGE-M3 is a more resource-
intensive but promising model for hybrid search, as it combines dense, sparse, and
multi-vector approaches. This article compares these models in terms of Ukrainian
language support, search accuracy, multilingual capabilities, resource
requirements, and suitability for local deployment (Table 2).

However, semantic search alone does not yet create a fully-fledged
interactive museum service. It merely finds relevant fragments. The next
methodological step is Retrieval-Augmented Generation—the generation of
answers based on search results. In this architecture, the system first finds relevant
fragments in the knowledge base, and then a large language model generates a
response based on these fragments. This approach reduces the risk of
hallucinations, improves factual accuracy, and enables source verification—which

is critically important in museum, educational, and cultural-historical contexts.
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Table 2.

Theoretical overview of semantic search models for museum systems

Model / Ap- | Main function | Strength Limitations Suitability for
proach digital museum
heritage
BM25 / lexi- | Search by | Simplicity, speed, | Does not handle | Suitable as a basic
cal search keyword match | transparency synonyms,  mor- | or auxiliary com-
phology, transla- | ponent of a hybrid
tions, or indirect | search
queries well
LaBSE Multilingual Strong cross- | Less accurate than | Useful for Ukrain-
sentence  em- | lingual alignment | newer retrieval | ian-English ~ and
beddings models multilingual mu-
seum corpora
Multilingual | Compact mul- | Fast, low re- | Lower accuracy on | Suitable for ki-
MiniLM tilingual em- | source  require- | complex queries osks, prototypes,
beddings ments and on-site muse-
um installations
Multilingual | Semantic re- | High-quality Higher  resource | A sensible choice
E5-large- trieval search,  instruc- | requirements for  high-quality
instruct tional que- search in a muse-
ry/passage format um knowledge
base
BGE-M3 Hybrid retriev- | High recall, sup- | Resource-intensive | Promising for
al: dense, | port for longer production  sys-
sparse, multi- | contexts tems with high ac-
vector curacy  require-
ments
RAG Search + re- | Source-based, re- | Dependence on | Key architecture
sponse genera- | duced hallucina- | corpus quality, | for museum “talk-
tion tions batching, and re- | ing exhibits”
ranking

Developed by the author.
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This publication on RAG-based knowledge engineering information
technology expands on this logic. In it, RAG is viewed not as a separate software
module, but as a complete, reproducible pipeline: ethical corpus construction, data
cleaning and normalization, deduplication, segmentation into semantic fragments,
vectorization, semantic search, re-ranking, controlled LLM generation, source
citation, “honest uncertainty” policies, safety for children, and offline/online
evaluation. This framework is important for a monographic synthesis, as it
demonstrates that a trusted museum Al system begins not with a generative model,
but with knowledge engineering.

The principle of traceability is of particular importance. In a cultural and
educational environment, every generated fact must be linked to a specific
fragment of the source corpus. This distinguishes a RAG-oriented museum system
from a conventional chatbot. A conventional LLM can provide a convincing but
unverified answer. In contrast, a museum system must demonstrate the source of a
statement and indicate whether it is fully confirmed, partially confirmed, or
requires clarification. In this paper, this is formulated as a traceability requirement:
each fact must be linked to specific sections of the source corpus to increase trust
and facilitate expert verification.

The concept of “honest uncertainty” is also methodologically important. It is
risky for a museum service to invent an answer when the database does not
contain sufficient evidence. Therefore, the system must include scenarios for
refusal, clarification, or a limited response. This is particularly relevant for
historical figures, legal status, financial details, titles, dates, and events, where
erroneous generation can create a misleading impression of cultural heritage. In
Yan Tarnovsky’s validation case, 100% alignment with the language-role model
and 62.5% contextual accuracy were achieved; at the same time, localized risks of
hallucinations were observed in the areas of law and finance. This confirms that
RAG reduces the risks associated with an isolated LLM but does not eliminate the

need for expert oversight of the corpus, prompts, and response policies (Table 3).
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Table 3.

Methodological Model of a RAG-Oriented Museum System

Component Function Theoretical Signifi- | Risk  without this
cance component
License-compliant | Building a knowledge | Ensures the system’s | Copyright infringe-

corpus base from authorized | legal and ethical com- | ment, lack of trust in
and verified sources pliance data

Normalization and | Cleaning, unification, | Improves search quali- | Duplicates, inconsist-

deduplication and removal of dupli- | ty and reduces noise encies, uneven re-
cates sponses

Chunking Division of text into | Determines the quality | Loss of integrity or ex-
meaningful segments | of context for genera- | cessive fragmentation

tion of content

Embedding model Conversion of frag- | Enables semantic | Search by keywords
ments into vectors search only

Ranking Reordering of found | Improves contextual | Inclusion of weak or ir-
snippets relevance relevant fragments in

the response

Guided LLM gener-

ation

Generating a response
based on the found

context

Converts a knowledge
base into a conversa-

tional interface

Hallucinations, stylistic

inconsistencies

Citing sources

Linking facts to the

Ensures credibility and

The answer appears au-

corpus verifiability thoritative but is not
conclusive
Policy of uncertain- | Rejection or clarifica- | Protects the system | Generation of unrelia-

ty tion due to lack of da- | from fabrication ble statements

ta
Child/educational Language adaptation, | Makes the system | Inappropriate or overly
mode security, moderation | suitable for different | complex content

audiences

Developed by the author.
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Thus, semantic knowledge engineering in digital museum heritage should be
viewed as a multi-level methodology that combines corpus work, information
retrieval, NLP, generative models, ethical policies, and educational adaptation. Its
main difference from a traditional museum information system lies in the fact that
the user interacts not with a catalog, but with an intelligent environment capable of
responding, explaining, clarifying, and citing sources.

In a broader perspective, such a system transforms the very model of museum
communication. A museum exhibit ceases to be merely an object on display. It
becomes an entry point to a structured body of knowledge that can be adapted to
the user’s age, language, level of preparation, and research interests. For a
schoolchild, the system can simplify explanations; for a tourist, it can provide a
brief historical context; for a researcher, it can display source fragments; for a
museum staff member, it can help structure a description; and for an educational
setting, it can create a scenario for educational interaction.

This is precisely why RAG-oriented museum services should not be equated
with ordinary chatbots. Their scientific and practical value lies not in the mere
possibility of dialogue, but in controlled, source-based information generation.
Following this logic, the core unit of the system is not the response itself, but the
chain “query—relevant excerpt—source—response—Ilevel of confirmation.” This
model allows for combining the flexibility of LLMs with the requirements of
museum authenticity, source criticism, and ethical responsibility.

The theoretical conclusion of this section is that the future of digital museum
heritage is linked not only to the digitization of exhibits but also to the
construction of semantic knowledge infrastructures. Such infrastructures must
ensure multilingual support, local or controlled deployment, source traceability,
adaptation to different audiences, child safety, transparent citation, and the
possibility of expert verification. In this model, artificial intelligence does not
replace museum specialists, historians, or cultural studies scholars, but rather acts

as an intermediary between a body of verified knowledge and the user.
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