
166 

CHAPTER 12  
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Contemporary distributed information systems store data on multiple nodes, 

serve clients from several geographic regions, and increasingly allow devices to 

operate without a permanent network connection. This architecture improves 

availability, scalability, and fault tolerance, but it also creates a persistent problem: 

several replicas may accept independent updates to the same logical object before 

those updates are synchronized. Once replicas exchange messages, the system 

must reconcile the divergent states into a single agreed result without discarding 

information that either party contributed. The scientific literature addresses this 

problem from two directions that are usually treated separately: automatic 

mechanisms for merging concurrent updates at the level of replicated data types, 

and mechanisms for keeping derived structures, such as secondary indexes, 

consistent with the base data they describe. The review presented below combines 

both directions, since an information technology for distributed data management 

ultimately needs to guarantee not only that replicated objects converge, but also 

that indexes built on top of them remain trustworthy for query processing. 

A conflict in a distributed system occurs when two or more independent 

operations modify the same logical object and the system cannot apply both 

without additional coordination. Concurrent updates under multi-leader 

replication, unpredictable network delay, temporary network partitions, and offline 

operation of mobile or local-first clients are the main sources of such conflicts, 

together with the absence of a single global order of events across nodes [1]. 

Traditional coordination mechanisms, including distributed locking, two-phase 
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commit, quorum-based reads and writes, and consensus protocols such as Paxos or 

Raft, resolve conflicts by preventing them: an operation is accepted only after 

enough nodes have agreed on it. These mechanisms give strong correctness 

guarantees, but every additional round of coordination increases latency and 

reduces availability whenever part of the network is unreachable, which becomes 

particularly costly for geographically distributed or high-load systems [1] – [7]. 

For two events a and b occurring at different replicas of a distributed system, 

a causal precedence relation a → b can be defined, meaning that a could have 

influenced b. Two events are called concurrent, denoted a ‖ b, when neither 

causally precedes the other: 

a ‖ b ⇔ ¬(a → b) ∧ ¬(b → a). 

Concurrent events are exactly the events for which a merge procedure has to 

decide an outcome, since no ordering argument based on causality alone can settle 

which update should prevail. 

An alternative to permanent coordination is to allow replicas to diverge 

temporarily and to guarantee that they converge once they have exchanged the 

same set of updates. This property, known as eventual consistency, was formalized 

more precisely as strong eventual consistency, which additionally requires that any 

two replicas that have received an identical set of updates reach an identical state 

regardless of the order in which those updates were delivered [1]. Recent work 

shows that eventuality itself is not a sufficiently precise engineering guarantee: 

without an explicit bound on how far replicas may diverge and for how long, 

applications built on eventually consistent storage can observe results that are 

technically convergent but practically unusable, which motivates stricter 

timeliness and staleness guarantees layered on top of the classical model [2]. 

Conflict-free Replicated Data Types (CRDT), are data structures designed to 

satisfy strong eventual consistency by construction. A state-based CRDT can be 

described as a tuple (S, ⊑, ⊔, u), where S is the set of possible local states, ⊑ is a 

partial order that turns S into a join-semilattice, ⊔ is a merge operator computing 
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the least upper bound of two states, and u is a set of update functions that are 

required to be inflationary with respect to ⊑: 

∀s ∈ S, ∀u ∈ U: s ⊑ u(s). 

If merge always returns the least upper bound of the two argument states, 

replicas that have observed the same updates converge to the same state 

irrespective of delivery order, because join in a semilattice is commutative, 

associative, and idempotent [1]. Operation-based CRDTs achieve the same 

guarantee differently, by requiring that concurrent operations commute, which 

allows replicas to exchange individual operations instead of complete states and 

reduces network traffic for large objects; delta-state CRDTs combine both ideas 

by transmitting only the increment of state produced since the last 

synchronization. A recent modular framework for constructing, validating, and 

benchmarking CRDT implementations formalizes these three variants in a unified 

toolchain and demonstrates that correctness properties such as commutativity and 

idempotence can be checked automatically rather than argued informally for each 

new data type [3]. Complementary work on performance optimization for CRDTs 

quantifies the trade-off between the size of replicated metadata and 

synchronization latency, confirming that the choice between state-based and delta-

state designs has a measurable effect on bandwidth consumption in high-update-

rate scenarios [4]. 

The observed-remove set, or OR-Set, illustrates how a CRDT resolves 

conflicting add and remove operations on a collection. Its state can be represented 

as a pair 

Σ = (A, R), 

where A is a set of tagged elements added by any replica and R is a set of tags that 

have been removed: 

e ∈ Σ ⇔ ∃t: (e, t) ∈ A ∧ t ∉ R. 

An add operation inserts a new tagged pair into A; a remove operation 

transfers into R only the tags that the removing replica has already observed. 
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Because a remove can only affect tags it has seen, a concurrent add of the same 

element with a fresh tag survives synchronization, which gives the OR-Set an add-

wins semantics for concurrent add/remove pairs. This tagging discipline is the 

same mechanism that later CRDT designs reuse for more complex payloads: 

extending JSON-structured CRDTs with move operations for tree-shaped 

documents required a comparable notion of tagged, causally tracked edits to keep 

structural moves commutative with concurrent edits of the moved subtree [8], and 

adding undo and redo support to replicated registers required tracking, for every 

value, which operations causally justify its presence so that an undo can retract 

exactly the intended update without disturbing concurrent ones [9]. A recent 

proposal for a universal, Byzantine-repelling replicated data type generalizes the 

tagging idea further, replacing per-replica sequence numbers with a partially 

ordered log structure that remains a valid CRDT even when a subset of replicas 

may submit malformed or adversarial updates, which extends the applicability of 

the model beyond trusted infrastructure to loosely federated or peer-to-peer 

deployments [11]. 

CRDTs are best suited to attributes where concurrent contributions can be 

merged without domain-specific judgment: tag lists, reaction counts, participant 

sets, collaborative document fragments, and user preferences. They are not a 

universal substitute for coordination. In financial transfers, reservation of a limited 

resource, or enforcement of uniqueness constraints, an automatic merge that 

simply unions two updates can violate a business invariant that both replicas were 

individually respecting. A CRDT-based approach to replicated relational databases 

addresses this gap directly by attaching integrity constraints to CRDT-backed 

tables and by defining a repair procedure that resolves constraint violations 

introduced by merging concurrent transactions, rather than assuming that column-

level convergence is sufficient at the level of an entire schema [6]. This confirms 

that business-critical operations still require transactional guarantees, locking, or 

quorum mechanisms, and that a practical information technology should route data 
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between CRDT-based and coordination-based storage depending on the criticality 

of the invariant being protected. 

Operational Transformation (OT) addresses a narrower but historically 

important case: real-time collaborative editing of a shared document, where the 

priority is to preserve every user's intention rather than to define a merge over an 

abstract data type. Instead of storing a specially structured value, OT transforms 

each incoming operation against the operations it did not yet know about, 

recomputing insertion or deletion positions so that the final document reflects all 

edits consistently across every replica. This approach remains an active 

engineering target for collaborative applications: a recent study of frameworks for 

collaborative software explicitly built around CRDT-backed data types with user-

facing conflict resolution reports that hybrid designs, in which automatic merging 

is combined with lightweight user-visible conflict markers for ambiguous edits, 

achieve better perceived correctness than either fully automatic or fully manual 

resolution in usability trials with concurrent editors [5]. OT is efficient for flat text 

but its transformation functions grow substantially more complex for structured or 

nested documents, which is one of the reasons CRDT-based structural editing, 

including tree-move operations, has become the preferred alternative for rich, non-

linear document models [8]. 

Mergeable persistent data structures follow a third strategy, closer to the 

workflow of source-control systems: every replica keeps its edit history, and 

merging compares two divergent versions against their common ancestor to 

compute a three-way merge. Because the previous state is not overwritten but 

retained as a distinct persistent version, the approach preserves provenance 

information that pure state-convergence CRDTs typically discard, which is 

valuable for structured documents, configuration objects, and any domain where 

explaining why a conflict occurred matters as much as resolving it. The cost is that 

automatic merging is not always possible: when two versions modify the same 

field in incompatible ways, the structure can only flag the conflict and expose 
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enough context for domain logic or a human reviewer to resolve it, and the 

corresponding programming model needs an explicit way to state which post-

merge conditions must hold. A recent local-first programming model built on 

reactive CRDT-backed state formalizes this requirement by allowing developers to 

declare safety invariants over the reconciled data and by statically verifying, at 

compile time, that no reachable combination of concurrent user interactions can 

violate them, rather than relying on runtime checks after a merge has already been 

applied [10]. 

Automatic merging at the level of an individual attribute is only half of the 

problem that a database built on CRDTs has to solve, because queries, filters, and 

analytical operations rely on secondary indexes rather than on scanning the base 

collection. A secondary index for a CRDT-backed attribute can be modeled as a 

derived state, a function I mapping every observed value v to the set of element 

identifiers currently associated with it: 

I(v) = {id | value(id) = v ∧ id ∈ Σ}. 

Because Σ itself is a CRDT that may temporarily differ across replicas, I 

inherits the same possibility of divergence, and its correctness cannot be defined 

as instantaneous agreement between the index and the base object. It has to be 

defined as convergence: for any two replicas that have received an identical set of 

updates U, the derived indexes must coincide, 

U(ri) = U(rj) ⟹ Iri = Irj, 

together with two operational correctness conditions during the transient period 

before convergence: the index must not report an identifier that no longer satisfies 

the predicate it was built for (a false positive), and it must not omit an identifier 

that does satisfy it once all relevant updates have been observed (a false negative). 

Recent research on algebraic foundations for materialized views frames this exact 

tension between eventual consistency of the base data and correctness of derived, 

incrementally maintained views, proposing a lattice-based algebra in which view 

maintenance operators are proven monotone with respect to the same join 
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structure that governs the underlying CRDTs, so that partial or reordered updates 

to the base data still produce a view that only grows toward the correct answer 

rather than temporarily overshooting it [7]. 

Four practical strategies for maintaining an index over CRDT attributes can 

be distinguished by where the reconciliation logic is placed. Rebuild-from-state 

recomputes the index from a full scan of the current CRDT state after every 

synchronization round, which is simple and always correct with respect to the 

current state but scales poorly with the size of the collection. Operation-based 

update applies each incoming CRDT operation incrementally to the index, 

updating only the entries affected by that operation, which is more efficient but 

requires the index update function itself to be commutative and idempotent with 

respect to the same causal metadata the base CRDT already tracks. Index-as-

CRDT treats the index as a replicated data type in its own right, typically a CRDT 

map from values to OR-Sets of identifiers, so that the index converges through the 

same merge guarantees as the data it describes rather than through an external 

synchronization step. Materialized-view maintenance, informed by the algebraic 

treatment of incremental view maintenance under eventual consistency, expresses 

the index as a query result that is refreshed through algebraic rewrite rules rather 

than through bespoke update code, which makes the correctness argument 

reusable across different index definitions built on the same base collection [7]. 

Evaluating any of these strategies requires a validation methodology that 

exercises concurrent add and remove operations, network partitions, and 

subsequent replica merges under controlled conditions, since correctness failures 

in eventually consistent indexes typically appear only under specific interleavings 

rather than under sequential execution. The modular benchmarking framework 

discussed above already provides fault-injection primitives for delayed and 

reordered delivery, partition simulation, and automated convergence checking for 

CRDT implementations, and the same infrastructure is directly applicable to 

validating index-as-CRDT and materialized-view strategies, since the correctness 
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criterion, convergence after an identical update set, is formally identical for the 

base object and for its derived index [3]. 

Taken together, the works reviewed above indicate that CRDTs, Operational 

Transformation, and mergeable persistent data structures address the same 

underlying problem of concurrent update reconciliation with different trade-offs 

between automation, implementation complexity, and support for offline 

operation, while secondary indexing over CRDT attributes extends the same 

convergence-based correctness argument from a single replicated object to a 

derived structure used for search and analytics. No single approach dominates 

across all data types: CRDTs suit high-availability, offline-first storage; OT and 

CRDT-based structural editing suit real-time collaborative documents; mergeable 

structures suit versioned, provenance-sensitive data; and materialized-view-style 

index maintenance suits query workloads over any of the above. Business-critical 

operations that depend on invariants spanning multiple objects still require 

transactional or coordination-based mechanisms layered on top of these 

approaches [6]. Promising directions for further research include tighter 

integration of secondary indexes with delta-state synchronization to reduce 

metadata overhead, formal verification of index correctness alongside the safety 

invariants already supported for local-first application logic [10], and hybrid 

architectures that route non-critical, naturally mergeable attributes through CRDTs 

while routing business-critical invariants through coordination mechanisms within 

the same system. Such an information technology would combine automatic 

conflict resolution with trustworthy derived indexing as complementary 

components of a single consistency model, rather than as separately engineered 

subsystems. 

Declaration on the use of generative AI. During the preparation of this 

chapter, the author used Claude Sonnet 5 for literature retrieval assistance, 

rephrasing, and formal notation drafting. After using this tool, the author reviewed 

and edited the content as necessary and takes full responsibility for this content.  
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