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Problem statement.

Modern image steganography has shifted from hand-crafted spatial and
frequency embedding toward fully neural synthesis, in which an encoder network
hides a payload directly in the cover and a paired decoder recovers it [1, p. 2].
Such generative methods reach payloads far above one bit per pixel while keeping
the stego image visually and statistically close to the cover. This progress raises a
practical question for the defensive side: can the steganalysis tools developed for
classical embedding still detect images produced by neural networks? The
question matters because most published steganalyzers were designed and
benchmarked against algorithmic embedding, whereas neural synthesis modifies
the image in a fundamentally different way.

The difficulty is amplified by the state of available data. Reliable supervised
steganalysis requires large labelled collections of cover and stego pairs, yet there

iIs no public dataset of stego images generated by neural networks. The only
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widely used collection that contains realistic colour stego images is ALASKA2 [2,
p. 1], which was assembled around JPEG-domain adaptive embedding.
Researchers who study neural steganography therefore face a methodological gap:
the detectors and the data they rely on were not built for the class of images they
now need to examine. The present work investigates this gap empirically. We
adapt several established convolutional steganalyzers to colour images, train them
on ALASKA2, measure how well they detect within that distribution, and then test
whether the same detectors can recognise stego images produced by three neural
generators.

Materials and methods.

Five detectors were selected to represent the main families of convolutional
steganalysis: XuNet, YeNet, YedroudjNet and SRNet [3, p. 1181], together with a
detector built on the EfficientNet backbone [4, p. 6105], which we refer to as
EfficientNet-Steg. In their original form these networks accept a single-channel
grayscale input of fixed size, because they were created for grayscale benchmarks.
To work with realistic colour material, each network was adapted to a three-
channel RGB input: the high-pass residual front end was applied per channel
through a grouped convolution and then projected into the body of the network, so
that the inter-channel structure of colour images is preserved rather than discarded
by an early grayscale conversion.

All five adapted detectors were trained on ALASKAZ2 under identical
conditions, with a balanced split of cover and stego examples and the same
optimisation schedule, so that the comparison reflects the architecture rather than
the training budget. Performance was measured by the area under the receiver

operating characteristic curve (AUC), which is independent of any single decision
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threshold, together with accuracy and the F1 score on a held-out ALASKAZ test
split.

After this in-distribution evaluation, the trained detectors were applied,
without any further tuning, to a separate collection of neural-network stego
Images. Three generators were used to produce the test material: a dense-encoder
variant of a generative steganographic model (SteganoGAN-Dense), an edge-
guided U-shaped model (Edge-UNet), and the edge-aware model developed in the
broader study (Edge-ASPP). For every generator the detectors were asked to
separate covers from stego images, and the AUC was recorded for each detector-
generator pair. This design isolates a single variable: the type of embedding the
detector was trained on versus the type it is asked to recognise.

Results on the ALASKA2 distribution.

The in-distribution results are summarised in Figure 1. On the ALASKA2
test split the detectors behave consistently with their published reputations. The
simplest architecture, XuNet, is the weakest, with an AUC of 0.624, while
YedroudjNet and YeNet occupy the middle of the range at 0.665 and 0.682.
SRNet, a deeper residual design, reaches 0.709. The strongest detector by a clear
margin is EfficientNet-Steg, with an AUC of 0.804, an accuracy of 0.712 and an
F1 score of 0.652. These numbers confirm that the adaptation to colour input is
sound: every detector performs well above the chance level of 0.5, and the
ordering matches expectations from the steganalysis literature. In other words,
when the training and testing material come from the same JPEG-domain

distribution, the detectors do their job.
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ROC Curve Comparison — ALASKA2
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Figure 1 — ROC curves of the five colour-adapted steganalyzers trained and
tested on the ALASKAZ dataset.

Cross-distribution test on neural generators.

The picture changes completely once the same detectors are confronted with
neural-network stego images. Table 1 reports the AUC of every ALASKA2-
trained detector on the three generators. The values collapse toward the random
level of 0.5, and several fall below it, which indicates that the detectors do not
merely lose accuracy but effectively respond at chance. SRNet, the second-best
detector on ALASKAZ2, drops to 0.264 and 0.258 on the two SteganoGAN-family
generators; XuNet falls to 0.353 on SteganoGAN-Dense; even EfficientNet-Steg,
the strongest model in-distribution, hovers between 0.50 and 0.63 and never
approaches the performance it showed on ALASKAZ2. No detector exceeds an
AUC of 0.65 on any generator, and the average across the table is close to 0.47.
The strong detector and the weak detector become indistinguishable, because none

of them carries useful information about this class of images.
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Table 1 — Area under the ROC curve of the ALASKAZ2-trained steganalyzers

when tested on stego images produced by three neural generators.

Steganalyzer SteganoGAN-Dense Edge-UNet | Edge-ASPP
XuNet 0.353 0.553 0.477
YeNet 0.428 0.560 0.534
YedroudjNet 0.447 0.412 0.644
SRNet 0.264 0.258 0.416
EfficientNet-Steg 0.501 0.561 0.634

A comparison of Figure 1 with Table 1 makes the central finding explicit.
The very detectors that reach an AUC of 0.70-0.80 on ALASKAZ2 perform no
better than coin tossing on neural stego images. The failure is systematic rather
than incidental: it holds across every architecture, from the shallow XuNet to the
deep SRNet and the EfficientNet-based model, and across all three generators.
This rules out an explanation based on a single weak detector or a single unusual
generator.

Discussion.

The reason for this collapse is a mismatch between the statistical traces that
the detectors learned and the traces actually present in neural stego images.
ALASKAZ2 is built around JPEG-domain adaptive embedding, where the message
Is hidden by minimal, carefully cost-optimised changes to quantised coefficients.
A steganalyzer trained on such data learns to amplify faint, localised high-
frequency residuals that are characteristic of that embedding. Neural generators, in
contrast, do not perturb an existing image coefficient by coefficient; they
synthesise the whole stego image in the spatial domain in a single forward pass,
distributing the payload across the image in a way that reflects the network rather

than a cost function. The residual signature of this process lies outside the feature
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space the detectors were trained to inspect, so the learned representation simply
does not transfer.

This is therefore a problem of domain mismatch rather than of insufficient
detector capacity. Adding depth or a stronger backbone does not help, as the
comparison between SRNet, EfficientNet-Steg and the simpler networks shows:
all of them are trained on the wrong distribution, and a better model of the wrong
distribution is still the wrong model. The practical consequence for research on
neural steganography is direct. Reporting that a generative model "evades existing
steganalysis” is not meaningful when the existing steganalysis was trained on a
different embedding domain, because such detectors are blind to neural stego by
construction. A fair evaluation of a neural stego method requires detectors that
have actually seen neural stego during training.

The same observation also explains why the field lacks a common evaluation
protocol: with no shared dataset of neural stego images, every study builds its own
collection and trains its own detectors, and the resulting numbers are not
comparable across papers. Our finding argues for closing this gap with dedicated
datasets of neural-network stego images and with detectors trained on them, so
that resistance claims rest on detectors that are at least capable of the task.

Conclusions.

The investigation shows that convolutional steganalyzers adapted to colour
images and trained on ALASKAZ2 detect JPEG-domain embedding reliably, with
EfficientNet-Steg reaching an AUC of 0.804, yet they fail almost entirely on stego
images produced by neural generators, where their AUC collapses to roughly 0.5
across all five architectures and all three generators. The cause is a domain
mismatch between JPEG-domain adaptive embedding and spatial-domain neural
synthesis, and it cannot be overcome by a stronger detector trained on the same
data. Two practical conclusions follow. First, ALASKAZ2 alone is not a sufficient

basis for evaluating the detectability of neural steganography. Second, meaningful
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resistance testing of neural stego methods requires purpose-built datasets of neural
stego images together with detectors trained directly on them. Constructing such a
dataset and retraining the detectors on it is the natural continuation of this work

and the direction of our further research.
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